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NLP Topics 
!   NLP Basics, Foundations, and Core Tasks: 

!   Language Modeling 
!   Part-of-speech tagging 
!   Syntactic parsing: Constituent, Dependency, CCG, others 
!   Coreference Resolution 
!   Distributional Semantics: PMI, NNs, CCA 
!   Compositional Semantics: Logical-form, Semantic Parsing, Vector-form 
!   Question Answering: Factoid-based, Passage-based 
!   Sentiment Analysis 
!   Generation: Summarization, Dialogue Models 
!   Machine Translation 

!   Human-like Language Understanding and Generation: 
!   Ambiguities: Attachment ambiguities, Coreference ambiguities 
!   Non-literal: Metaphors/Idioms, Politeness, Sarcasm, Humor 
!   Generating Non-literal/Ambiguous Language, Coherent and Intelligent Dialogue 

!   Language and Vision: Image-Text Alignment, Language Disambiguation via Images, Image/
Video Captioning, Image/Video Question Answering, Text to Image Generation, Visual Story 
Entailment 

!   Language for Robotics: Instructions for Navigation, Articulation, Manipulation, Skill learning 

!   Several interesting machine/deep learning models along the way, e.g., deep+structured 
models, interpretable models, adversarial models, reward-based models (reinforcement learning) 



What is NLP? 

!   Question answering 
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What is NLP? 

!   Question answering 



What is NLP? 

!   Dialogue / Email Smart Reply and Compose 

(images credit: CNET, Fortune articles) 



What is NLP? 

!   Machine Translation 



What is NLP? 

!   Sentiment Analysis 



What is NLP? 

!   Natural Language Generation: Summarization 

-	Lohan	charged	
with	the0	of	
$2,500	necklace	
	

-	Pleaded	not	
guilty	
	

-	Judge	set	bail	at	
$40,000	
	

-	To	reappear	in	
court	on	Feb	23	



What is NLP? 

!   Natural Language Generation: Conversation/Dialogue 

A Neural Network Approach to
Context-Sensitive Generation of Conversational Responses⇤

Alessandro Sordoni1†‡ Michel Galley2‡ Michael Auli3† Chris Brockett2
Yangfeng Ji4† Margaret Mitchell2 Jian-Yun Nie1† Jianfeng Gao2 Bill Dolan2

1DIRO, Université de Montréal, Montréal, QC, Canada
2Microsoft Research, Redmond, WA, USA

3Facebook AI Research, Menlo Park, CA, USA
4Georgia Institute of Technology, Atlanta, GA, USA

Abstract

We present a novel response generation sys-
tem that can be trained end to end on large
quantities of unstructured Twitter conversa-
tions. A neural network architecture is used
to address sparsity issues that arise when in-
tegrating contextual information into classic
statistical models, allowing the system to take
into account previous dialog utterances. Our
dynamic-context generative models show con-
sistent gains over both context-sensitive and
non-context-sensitive Machine Translation and
Information Retrieval baselines.

1 Introduction

Until recently, the goal of training open-domain con-
versational systems that emulate human conversation
has seemed elusive. However, the vast quantities
of conversational exchanges now available on so-
cial media websites such as Twitter and Reddit raise
the prospect of building data-driven models that can
begin to communicate conversationally. The work
of Ritter et al. (2011), for example, demonstrates that
a response generation system can be constructed from
Twitter conversations using statistical machine trans-
lation techniques, where a status post by a Twitter
user is “translated” into a plausible looking response.

⇤This paper appeared in the proceedings of NAACL-HLT
2015 (submitted December 4, 2014, accepted February 20, 2015,
and presented June 1, 2015).

†The entirety of this work was conducted while at Microsoft
Research.

‡Corresponding authors: Alessandro Sordoni (sor-
donia@iro.umontreal.ca) and Michel Galley (mgal-
ley@microsoft.com).

context
because of your game ?

message
yeah i’m on my 

way nowresponse
ok good luck !

Figure 1: Example of three consecutive utterances occur-
ring between two Twitter users A and B.

However, an approach such as that presented in Rit-
ter et al. (2011) does not address the challenge of
generating responses that are sensitive to the context
of the conversation. Broadly speaking, context may
be linguistic or involve grounding in the physical or
virtual world, but we here focus on linguistic context.
The ability to take into account previous utterances
is key to building dialog systems that can keep con-
versations active and engaging. Figure 1 illustrates
a typical Twitter dialog where the contextual infor-
mation is crucial: the phrase “good luck” is plainly
motivated by the reference to “your game” in the first
utterance. In the MT model, such contextual sensitiv-
ity is difficult to capture; moreover, naive injection
of context information would entail unmanageable
growth of the phrase table at the cost of increased
sparsity, and skew towards rarely-seen context pairs.
In most statistical approaches to machine translation,
phrase pairs do not share statistical weights regard-
less of their intrinsic semantic commonality.

We propose to address the challenge of context-
sensitive response generation by using continuous
representations or embeddings of words and phrases
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What is NLP? 

!   Natural Language Generation: Image Captioning 

[UToronto]	



What is NLP? 

!   Natural Language Generation: Video Captioning 

[Pasunuru and Bansal, 2017]	

(a) (b) (c)

Figure 5: Examples of generated video captions on the YouTube2Text dataset: (a) complex examples where the multi-task
model performs better than the baseline; (b) ambiguous examples (i.e., ground truth itself confusing) where multi-task model
still correctly predicts one of the possible categories (c) complex examples where both models perform poorly.

Relevance Coherence
Not Distinguishable 70.7% 92.6%
SotA Baseline Wins 12.3% 1.7%
Multi-Task Wins (M-to-M) 17.0% 5.7%

Table 5: Human evaluation on YouTube2Text video caption-
ing.

Relevance Coherence
Not Distinguishable 84.6% 98.3%
SotA Baseline Wins 6.7% 0.7%
Multi-Task Wins (M-to-1) 8.7% 1.0%

Table 6: Human evaluation on entailment generation.

the multi-task models are always better than the

strongest baseline for both video captioning and

entailment generation, on both relevance and co-

herence, and with similar improvements (2-7%) as

the automatic metrics (shown in Table 1).

5.5 Analysis

Fig. 5 shows video captioning generation re-

sults on the YouTube2Text dataset where our fi-

nal M-to-M multi-task model is compared with

our strongest attention-based baseline model for

three categories of videos: (a) complex examples

where the multi-task model performs better than

Given Premise Generated
Entailment

a man on stilts is playing a tuba for
money on the boardwalk

a man is playing
an instrument

a child that is dressed as spiderman
is ringing the doorbell

a child is dressed
as a superhero

several young people sit at a table
playing poker

people are play-
ing a game

a woman in a dress with two chil-
dren

a woman is wear-
ing a dress

a blue and silver monster truck mak-
ing a huge jump over crushed cars

a truck is being
driven

Table 7: Examples of our multi-task model’s generated en-
tailment hypotheses given a premise.

the baseline; (b) ambiguous examples (i.e., ground

truth itself confusing) where multi-task model still

correctly predicts one of the possible categories

(c) complex examples where both models perform

poorly. Overall, we find that the multi-task model

generates captions that are better at both temporal

action prediction and logical entailment (i.e., cor-

rect subset of full video premise) w.r.t. the ground

truth captions. The supplementary also provides

ablation examples of improvements by the 1-to-M

video prediction based multi-task model alone, as

well as by the M-to-1 entailment based multi-task

model alone (over the baseline).

On analyzing the cases where the baseline is

better than the final M-to-M multi-task model, we

find that these are often scenarios where the multi-

task model’s caption is also correct but the base-

line caption is a bit more specific, e.g., “a man is

holding a gun” vs “a man is shooting a gun”.

Finally, Table 7 presents output examples of our

entailment generation multi-task model (Sec. 5.3),

showing how the model accurately learns to pro-

duce logically implied subsets of the premise.

6 Conclusion

We presented a multimodal, multi-task learning

approach to improve video captioning by incor-

porating temporally and logically directed knowl-

edge via video prediction and entailment genera-

tion tasks. We achieve the best reported results

(and rank) on three datasets, based on multiple au-

tomatic and human evaluations. We also show mu-

tual multi-task improvements on the new entail-

ment generation task. In future work, we are ap-

plying our entailment-based multi-task paradigm

Figure 3: Output examples where our CIDEnt-RL

model produces better entailed captions than the

phrase-matching CIDEr-RL model, which in turn

is better than the baseline cross-entropy model.

captioning metrics achieve a high score even when

the generation does not exactly entail the ground

truth but is just a high phrase overlap. This

can obviously cause issues by inserting a sin-

gle wrong word such as a negation, contradic-

tion, or wrong action/object. On the other hand,

our entailment-enhanced CIDEnt score is only

high when both CIDEr and the entailment classi-

fier achieve high scores. The CIDEr-RL model,

in turn, produces better captions than the base-

line cross-entropy model, which is not aware of

sentence-level matching at all.
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What is NLP? 

!   Natural Language Generation: Visual Question Answering 

1

VQA: Visual Question Answering

www.visualqa.org

Aishwarya Agrawal

⇤
, Jiasen Lu

⇤
, Stanislaw Antol

⇤
,

Margaret Mitchell, C. Lawrence Zitnick, Dhruv Batra, Devi Parikh

Abstract—We propose the task of free-form and open-ended Visual Question Answering (VQA). Given an image and a natural

language question about the image, the task is to provide an accurate natural language answer. Mirroring real-world scenarios, such

as helping the visually impaired, both the questions and answers are open-ended. Visual questions selectively target different areas

of an image, including background details and underlying context. As a result, a system that succeeds at VQA typically needs a

more detailed understanding of the image and complex reasoning than a system producing generic image captions. Moreover, VQA

is amenable to automatic evaluation, since many open-ended answers contain only a few words or a closed set of answers that can

be provided in a multiple-choice format. We provide a dataset containing ⇠0.25M images, ⇠0.76M questions, and ⇠10M answers

(www.visualqa.org), and discuss the information it provides. Numerous baselines and methods for VQA are provided and compared

with human performance.

F

1 INTRODUCTION

We are witnessing a renewed excitement in multi-discipline
Artificial Intelligence (AI) research problems. In particular,
research in image and video captioning that combines Com-
puter Vision (CV), Natural Language Processing (NLP), and
Knowledge Representation & Reasoning (KR) has dramati-
cally increased in the past year [14], [7], [10], [36], [24],
[22], [51]. Part of this excitement stems from a belief that
multi-discipline tasks like image captioning are a step towards
solving AI. However, the current state of the art demonstrates
that a coarse scene-level understanding of an image paired
with word n-gram statistics suffices to generate reasonable
image captions, which suggests image captioning may not be
as “AI-complete” as desired.
What makes for a compelling “AI-complete” task? We believe
that in order to spawn the next generation of AI algorithms, an
ideal task should (i) require multi-modal knowledge beyond a
single sub-domain (such as CV) and (ii) have a well-defined
quantitative evaluation metric to track progress. For some
tasks, such as image captioning, automatic evaluation is still
a difficult and open research problem [49], [11], [20].
In this paper, we introduce the task of free-form and open-
ended Visual Question Answering (VQA). A VQA system
takes as input an image and a free-form, open-ended, natural-
language question about the image and produces a natural-
language answer as the output. This goal-driven task is
applicable to scenarios encountered when visually-impaired
users [2] or intelligence analysts actively elicit visual infor-
mation. Example questions are shown in Fig. 1.
Open-ended questions require a potentially vast set of AI
capabilities to answer – fine-grained recognition (e.g., “What
kind of cheese is on the pizza?”), object detection (e.g., “How
many bikes are there?”), activity recognition (e.g., “Is this man

• ⇤The first three authors contributed equally.
• A. Agrawal, J. Lu, S. Antol, D. Batra and D. Parikh are with Virginia Tech.
• M. Mitchell is with Microsoft Research, Redmond.
• C. L. Zitnick is with Facebook AI Research.

Does it appear to be rainy? 
Does this person have 20/20 vision? 

Is this person expecting company? 
What is just under the tree? 

How many slices of pizza are there? 
Is this a vegetarian pizza? 

What color are her eyes? 
What is the mustache made of? 

Fig. 1: Examples of free-form, open-ended questions collected for
images via Amazon Mechanical Turk. Note that commonsense
knowledge is needed along with a visual understanding of the scene
to answer many questions.

crying?”), knowledge base reasoning (e.g., “Is this a vegetarian
pizza?”), and commonsense reasoning (e.g., “Does this person
have 20/20 vision?”, “Is this person expecting company?”).
VQA [17], [34], [48], [2] is also amenable to automatic
quantitative evaluation, making it possible to effectively track
progress on this task. While the answer to many questions is
simply “yes” or “no”, the process for determining a correct
answer is typically far from trivial (e.g. in Fig. 1, “Does this
person have 20/20 vision?”). Moreover, since questions about
images often tend to seek specific information, simple one-
to-three word answers are sufficient for many questions. In
such scenarios, we can easily evaluate a proposed algorithm
by the number of questions it answers correctly. In this paper,
we present both an open-ended answering task and a multiple-
choice task [43], [31]. Unlike the open-ended task that requires
a free-form response, the multiple-choice task only requires an
algorithm to pick from a predefined list of possible answers.
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What is NLP? 

!   Automatic Speech Recognition 



What is NLP? 

!   Other Real-World Applications of Potential Interest to You: 
 
!   Automatic Drug-Disease Relation Discovery 

!   Automatic Analysis of Doctor’s Notes & Electronic Health Records 

!   Summarization, Q&A on Large Encyclopedias / General Knowledge 

!   Healthcare Old-Age Home / Personal Assistants  

!   Visual and Speech Disability Assistance 

!   Intelligent Tutoring  



Some Exciting NLP Challenges 

1)  Human-like Language Understanding: metaphors/idioms, humor, 
sarcasm, politeness/rudeness 

2)  Language Generation and Dialogue: document summarization, database 
to language summary, coherent and intelligent conversation models 

3)  Grounded Language with Vision and Speech: image-text alignment, 
language disambiguation via images, image/video captioning, image/video 
question answering, text to image generation, visual story entailment 

4)  Embodied Language for Robotic Tasks: instructions for navigation, 
articulation, manipulation, skill learning, commonsense for robotics 

5)  Machine Learning Models: deep+structured models, interpretable models, 
adversarial models, reward-based models (reinforcement learning), lifelong 
learning, transfer learning 



Human-like Ambiguous Language 

You:  I am under the weather today.	
Siri:  Here is the weather today… 50 F	

!   Non-literal: Idioms, Metaphors 



Human-like Ambiguous Language 

Break a leg!	

!   Non-literal: Idioms, Metaphors 



Human-like Ambiguous Language 

Yeah, right!	

!   Humor, Sarcasm, Politeness/Rudeness 

I bet I can stop 
gambling!	

Please do not …	



Human-like Ambiguous Language 

Clean the dishes 
in the sink.	

!   Prepositional Attachment, Coreference Ambiguities 



Human-like Ambiguous Language 

!   Prepositional Attachment, Coreference Ambiguities 



Visually Grounded Language 

Get the mug on the 
table with black stripes.	

!   Text-Image Alignment: Most of our daily communication 
language points to several objects in the visual world 



Visually Grounded Language 

Is there milk in the 
refrigerator?	

!   Visual Question Answering: Humans asking machines about 
pictures/videos, e.g., for visually impaired, in remote/
dangerous scenarios, in household service settings 



Embodied Language (Robot Instructions) 

Turn right at the 
butterfly painting, then 
go to the end of the hall	

!   Task-based instructions, e.g., navigation, grasping, 
manipulation, skill learning 



Embodied Language (Robot Instructions) 

Cut some onions, and 
add to broth, stir it	

!   Task-based instructions, e.g., navigation, grasping, 
manipulation, skill learning 



Grounded Language Generation/Dialogue 

!   Both for answering human questions, and to ask 
questions back, and for casual chit-chat 

What food is in the 
refrigerator?	

Apples and 
oranges	



Grounded Language Generation/Dialogue 

!   Both for answering human questions, and to ask 
questions back, and for casual chit-chat 

Crack the 
window!	

You mean open it 
or break it?	



Some NLP Basics and Core Tasks 

!   Part-of-Speech Tagging 

!   Syntactic Parsing: Constituent, Dependency, CCG, others 

!   Coreference Resolution 

!   Distributional Semantics: PMI, Neural, CCA 

!   Compositional Semantics: Logical-form, Semantic Parsing, Vector-

form, Neural (RNNs/CNNs) 

!   Sentiment Analysis 

!   Language Modeling 

!   Machine Translation 

My full NLP class slides available at: 
http://www.cs.unc.edu/~mbansal/teaching/nlp-course-fall17.html  



Part-of-Speech Tagging 

!   Tag sequence of words with syntactic categories (noun, 
verb, preposition, …) 

!   Useful in itself: 
!   Text-to-speech: read, lead, record  
!   Lemmatization: saw[v] → see, saw[n] → saw	
!   Shallow Chunking: grep {JJ | NN}* {NN | NNS}	

!   Useful for downstream tasks (e.g., in parsing, and as 
features in various word/text classification tasks) 

!   Demos: http://nlp.stanford.edu:8080/corenlp/ 



Penn Treebank Tagset 

4

CC conjunction, coordinating and both but either or
CD numeral, cardinal mid-1890 nine-thirty 0.5 one
DT determiner a all an every no that the
EX existential there there 
FW foreign word gemeinschaft hund ich jeux
IN preposition or conjunction, subordinating among whether out on by if
JJ adjective or numeral, ordinal third ill-mannered regrettable

JJR adjective, comparative braver cheaper taller
JJS adjective, superlative bravest cheapest tallest
MD modal auxiliary can may might will would 
NN noun, common, singular or mass cabbage thermostat investment subhumanity

NNP noun, proper, singular Motown Cougar Yvette Liverpool
NNPS noun, proper, plural Americans Materials States
NNS noun, common, plural undergraduates bric-a-brac averages
POS genitive marker ' 's 
PRP pronoun, personal hers himself it we them

PRP$ pronoun, possessive her his mine my our ours their thy your 
RB adverb occasionally maddeningly adventurously

RBR adverb, comparative further gloomier heavier less-perfectly
RBS adverb, superlative best biggest nearest worst 
RP particle aboard away back by on open through
TO "to" as preposition or infinitive marker to 
UH interjection huh howdy uh whammo shucks heck
VB verb, base form ask bring fire see take

VBD verb, past tense pleaded swiped registered saw
VBG verb, present participle or gerund stirring focusing approaching erasing
VBN verb, past participle dilapidated imitated reunifed unsettled
VBP verb, present tense, not 3rd person singular twist appear comprise mold postpone
VBZ verb, present tense, 3rd person singular bases reconstructs marks uses
WDT WH-determiner that what whatever which whichever 
WP WH-pronoun that what whatever which who whom

WP$ WH-pronoun, possessive whose 
WRB Wh-adverb however whenever where why 



Classic Solution: HMMs 

 

 
 

!   Trigram HMM: states = tag-pairs 
!   Estimating Transitions: Standard smoothing w/ backoff 
!   Estimating Emissions: Use unknown word classes (affixes, 

shapes) and estimate P(t|w) and invert 

!   Inference: choose most likely (Viterbi) sequence under model  

9

States
� States�encode�what�is�relevant�about�the�past
� Transitions�P(s|s’)�encode�wellͲformed�tag�sequences

� In�a�bigram�tagger,�states�=�tags

� In�a�trigram�tagger,�states�=�tag�pairs

<i,i>

s1 s2 sn

w1 w2 wn

s0

< i, t1> < t1, t2> < tn-1, tn>

<i>

s1 s2 sn

w1 w2 wn

s0

< t1> < t2> < tn>

8

Classic�Solution:�HMMs
� We�want�a�model�of�sequences�s�and�observations�w

� Assumptions:
� States�are�tag�nͲgrams
� Usually�a�dedicated�start�and�end�state�/�word
� Tag/state�sequence�is�generated�by�a�markov model
� Words�are�chosen�independently,�conditioned�only�on�the�tag/state
� These�are�totally�broken�assumptions:�why?

s1 s2 sn

w1 w2 wn

s0

[Brants, 2000] 



Syntactic Parsing -- Constituent 

!   Phrase-structure parsing or Bracketing 

!   Demos: http://tomato.banatao.berkeley.edu:8080/parser/parser.html  

VBD	

VP 

met	

NP	

S 

NP 

 her	

PRP  John	

NNP 



Probabilistic Context-free Grammars 

!   A context-free grammar is a tuple <N, T, S, R> 
 

N : the set of non-terminals 
Phrasal categories: S, NP, VP, ADJP, etc. 
Parts-of-speech (pre-terminals): NN, JJ, DT, VB 

 

T : the set of terminals (the words) 
 

S : the start symbol 
Often written as ROOT or TOP 
Not usually the sentence non-terminal S 

 

R : the set of rules 
Of the form X → Y1 Y2 … Yk, with X, Yi ∈ N 
Examples: S → NP VP,   VP → VP CC VP 
Also called rewrites, productions, or local trees 



Probabilistic Context-free Grammars 

!   A PCFG: 

 
!   Adds a top-down production probability per rule P(Y1 Y2 … Yk | 

X) 

!   Allows us to find the ‘most probable parse’ for a sentence 

!   The probability of a parse is just the product of the 
probabilities of the individual rules 



   bestScore(s) 
 for (i : [0,n-1]) 
   for (X : tags[s[i]]) 
     score[X][i][i+1] = tagScore(X,s[i]) 
 for (diff : [2,n]) 
   for (i : [0,n-diff]) 
     j = i + diff 
     for (X->YZ : rule) 
       for (k : [i+1, j-1]) 
         score[X][i][j] = max{score[X][i][j], score(X->YZ) 
               *score[Y][i][k]  
               *score[Z][k][j]} 

Y Z 

X 

i                       k                      j 

CKY Parsing Algorithm (Bottom-up) 

[Cocke, 1970; Kasami, 1965; Younger, 1967] 



Syntactic Parsing -- Dependency 

!   Predicting directed head-modifier relationship pairs 

!   Demos: http://nlp.stanford.edu:8080/corenlp/  

raising         $      30      million     from     debt 
dobj pobj 

prep 

num 
num 



Visual Recognition Cues 

!   Joint parsing and image recognition 

the mug on the table with a crack	

[Christie et al., 2016] 



Visual Recognition Cues 

!   Joint parsing and image recognition 

the mug on the table with a crack	

red chair and table	
light green table	

[Christie et al., 2016] 



Coreference Resolution 

!   Mentions to entity/event clusters 

!   Demos: hDp://nlp.stanford.edu:8080/corenlp/process 

President Barack Obama received the Serve America 
Act after congress’ vote. He signed the bill last 
Thursday. The president said it would greatly increase 
service opportunities for the American people. 



President Barack Obama   received   the   Serve America Act    after   congress’     vote .   He    signed   the bill   …  

Mention-pair Models 

ma3

(a1, m)	 Pair-wise 
classifier 

coref(a1, m)Features	f	

[Soon et al. 2001, Ng and Cardie 2002; Bengtson and Roth, 2008; Stoyanov et al., 2010] 

wTf	

a2 a1

A(m)

Pair-wise classification approach:	



Mention-pair Model 

For each mention m, 

m

[Soon et al. 2001, Ng and Cardie 2002; Bengtson and Roth, 2008; Stoyanov et al., 2010] 



Standard features 

Type Feature Description 
LEXICAL SOON_STR Do the strings match after removing determiners ? 

GRAMMATICAL 

NUMBER Do NPi and NPj agree in number ? 

GENDER Do NPi and NPj agree in gender ? 

APPOSITIVE Are the NPs in an appositive relationship ? 

SEMANTIC 
WORDNET_CLASS Do NPi and NPj have the same WordNet class ? 

ALIAS Is one NP an alias of the other ? 
POSITIONAL SENTNUM Distance between the NPs in terms of # of sentences 

NPi NPj 

!   Weaknesses: All pairs, Transitivity/Independence errors              
(He – Obama – She), Insufficient info ! Entity-Centric Models 

[Soon et al. 2001, Ng and Cardie 2002; Bengtson and Roth, 2008; Stoyanov et al., 2010] 



Visual Cues for Coreference 

[Kong, Lin, Bansal, Urtasun, and Fidler, 2014] 

What are you talking about? Text-to-Image Coreference

Chen Kong1 Dahua Lin3 Mohit Bansal3 Raquel Urtasun2,3 Sanja Fidler2,3
1Tsinghua University, 2University of Toronto, 3TTI Chicago

kc10@mails.tsinghua.edu.cn, {dhlin,mbansal}@ttic.edu,{fidler,urtasun}@cs.toronto.edu

Abstract
In this paper we exploit natural sentential descriptions

of RGB-D scenes in order to improve 3D semantic parsing.
Importantly, in doing so, we reason about which particular
object each noun/pronoun is referring to in the image. This
allows us to utilize visual information in order to disam-
biguate the so-called coreference resolution problem that
arises in text. Towards this goal, we propose a structure
prediction model that exploits potentials computed from text
and RGB-D imagery to reason about the class of the 3D ob-
jects, the scene type, as well as to align the nouns/pronouns
with the referred visual objects. We demonstrate the effec-
tiveness of our approach on the challenging NYU-RGBD v2
dataset, which we enrich with natural lingual descriptions.
We show that our approach significantly improves 3D de-
tection and scene classification accuracy, and is able to re-
liably estimate the text-to-image alignment. Furthermore,
by using textual and visual information, we are also able to
successfully deal with coreference in text, improving upon
the state-of-the-art Stanford coreference system [15].

1. Introduction
Imagine a scenario where you wake up late on a Satur-

day morning and all you want is for your personal robot to
bring you a shot of bloody mary. You could say “It is in the
upper cabinet in the kitchen just above the stove. I think it is
hidden behind the box of cookies, which, please, bring to me
as well.” For a human, finding the mentioned items based
on this information should be an easy task. The description
tells us that there are at least two cabinets in the kitchen, one
in the upper part. There is also a stove and above it is a cab-
inet holding a box and the desired item should be behind it.
For autonomous systems, sentential descriptions can serve
as rich source of information. Text can help us parse the
visual scene in a more informed way, and can facilitate for
example new ways of active labeling and learning.

Understanding descriptions and linking them to visual
content is fundamental to enable applications such as se-
mantic visual search and human-robot interaction. Using
language to provide annotations and guide an automatic

Figure 1. Our model uses lingual descriptions (a string of depen-
dent sentences) to improve visual scene parsing as well as to de-
termine which visual objects the text is referring to. We also deal
with coreference within text (e.g., pronouns like “it” or “them”).

system is key for the deployment of such systems. To date,
however, attempts to utilize more complex natural descrip-
tions are rare. This is due to the inherent difficulties of both
natural language processing and visual recognition, as well
as the lack of datasets that contain such image descriptions
linked to visual annotations (e.g., segmentation, detection).

Most recent approaches that employ text and images fo-
cus on generation tasks, where given an image one is inter-
ested in generating a lingual description of the scene [8, 12,
21, 2], or given a sentence, retrieving related images [29].
An exception is [9], which employed nouns and preposi-
tions extracted from short sentences to boost the perfor-
mance of object detection and semantic segmentation.

In this paper we are interested in exploiting natural lin-
gual descriptions of RGB-D scenes in order to improve 3D
object detection as well as to determine which particular
object each noun/pronoun is referring to in the image. In
order to do so, we need to solve the text to image alignment

1

# sent # words min # sent max sent min words max words
3.2 39.1 1 10 6 144

# nouns of interest # pronouns # scene mentioned scene correct
3.4 0.53 0.48 83%

Table 2. Statistics per description.
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Figure 3. Scene classif. accuracy with respect to NYU annotation.
We evaluate acc. only when a scene is mentioned in a description.

4. RGB-D Dataset with Complex Descriptions

Having rich data is important in order to enable auto-
matic systems to properly ground language to visual con-
cepts. Towards this goal, we took the NYUv2 dataset [27]
that contains 1449 RGB-D images of indoor scenes, and
collected sentential descriptions for each image. We asked
the annotators (MTurkers) to describe an image to someone
who does not see it to give her/him a vivid impression of
what the scene looks like. The annotators were only shown
the image and had no idea of what the classes of interest
were. For quality control, we checked all descriptions, and
fixed those that were grammatically incorrect, while pre-
serving the content. The collected descriptions go beyond
current datasets where typically only a short sentence is
available. They vary from one to ten sentences per anno-
tator per image, and typically contain rich information and
multiple mentions to objects. Fig. 6 shows examples.

We collected two types of ground-truth annotations. The
first one is visual, where we linked the nouns and pronouns
to the visual objects they describe. This gives us ground-
truth alignments between text and images. We used in-
house annotators to ensure quality. We took a conservative
approach and labeled only the non-ambiguous referrals. For
plural forms we linked the (pro)noun to multiple objects.

The second annotation is text based. Here, the anno-
tators were shown only text and not the image, and thus
had to make a decision based on the syntactic and seman-
tic textual information alone. For all nouns that refer to the
classes of interest we annotated which object class it is, tak-
ing into account synonyms. All other nouns were marked
as background. For each noun we also annotated attributes
(i.e., color and size) that refer to it. We also annotated co-
referrals in cases where different words talk about the same
entity by linking the head (representative) noun in a descrip-
tion to all its noun/pronoun occurrences. We annotated at-

precision recall F-measure
object class 94.7% 94.2% 94.4%

scene 85.7% 85.7% 85.7%
color 64.2% 93.0% 75.9%
size 55.8% 96.0% 70.6%

Table 3. Parser accuracy (based on Stanford’s parser [31])

MUC B3

Method precision recall F1 precision recall F1
Stanford [15] 61.56 62.59 62.07 75.05 76.15 75.59
Ours 83.69 51.08 63.44 88.42 70.02 78.15

Table 4. Co-reference accuracy of [15] and our model.

tributes for the linked pronouns as well. Our annotation
was semi-automatic, where we generated candidates using
the Stanford parser [31, 15] and manually corrected the mis-
takes. We used WordNet to generate synonyms.

We analyze our dataset next. Table 2 shows simple statis-
tics: there are on average 3 sentences per description where
each description has on average 39 words. Descriptions
contain up to 10 sentences and 144 words. A pronoun be-
longing to a class of interest appears in every second de-
scription. Scene type is explicitly mentioned in half of the
descriptions. Table 1 shows per class statistics, e.g. percent-
age of times a noun refers to a visual object with respect to
the number of all visual objects of that class. Interestingly, a
“toilet” is talked about 91% of times it is visible in a scene,
while “curtains” are talked about only 23% of times. Fig. 4
shows size histograms for the mentioned objects, where
size is the square root of the number of pixels which the
linked object region contains. We separate the statistics into
whether the noun was mentioned in the first, second, third,
or fourth and higher sentence. An interesting observation
is that the sizes of mentioned objects become smaller with
the sentence ID. This is reasonable as the most salient (typ-
ically bigger) objects are described first. We also show a
plot for sizes of objects that are mentioned more than once
per description. We can see that the histogram is pushed
to the right, meaning that people corefer to bigger objects
more often. As shown in Fig. 5, people first describe the
closer and centered objects, and start describing other parts
of the scene in later sentences. Finally, in Fig. 3 we evaluate
human scene classification accuracy against NYU ground-
truth. We evaluate accuracy only when a scene is explicitly
mentioned in a description. While “bathroom” is always a
“bathroom”, there is confusion for some other scenes, e.g. a
“playroom” is typically mentioned to be a “living room”.

5. Experimental Evaluation
We test our model on the NYUv2 dataset augmented

with our descriptions. For 3D object detection we use the
same class set of 21 objects as in [18], where ground-truth
has been obtained by robust fitting of cuboids around object
regions projected to 3D via depth. For each image NYU
also has a scene label, with 13 scene classes altogether.

!   Joint coreference and 3D image recognition 



Compositional Semantics I: Logic form 

!   Logic-form based, Semantic Parsing 

!   Useful for Q&A, IE, grounding, comprehension tasks 
(summarization, reading tasks) 

!   A lot of focus has been on KB-based Question 
Answering in this direction 



Question Answering 

!   Initial approaches to Q&A: pattern matching, pattern 
learning, query rewriting, information extraction 

!   Next came a large-scale, open-domain IE system like 
IBM Watson	

provide a bit more detail about the various archi-
tectural roles.

Content Acquisition
The first step in any application of DeepQA to
solve a QA problem is content acquisition, or iden-
tifying and gathering the content to use for the
answer and evidence sources shown in figure 6. 

Content acquisition is a combination of manu-
al and automatic steps. The first step is to analyze
example questions from the problem space to pro-
duce a description of the kinds of questions that
must be answered and a characterization of the
application domain. Analyzing example questions
is primarily a manual task, while domain analysis
may be informed by automatic or statistical analy-
ses, such as the LAT analysis shown in figure 1.
Given the kinds of questions and broad domain of
the Jeopardy Challenge, the sources for Watson
include a wide range of encyclopedias, dictionar-
ies, thesauri, newswire articles, literary works, and
so on. 

Given a reasonable baseline corpus, DeepQA
then applies an automatic corpus expansion
process. The process involves four high-level steps:
(1) identify seed documents and retrieve related
documents from the web; (2) extract self-contained
text nuggets from the related web documents; (3)
score the nuggets based on whether they are

informative with respect to the original seed docu-
ment; and (4) merge the most informative nuggets
into the expanded corpus. The live system itself
uses this expanded corpus and does not have
access to the web during play.

In addition to the content for the answer and
evidence sources, DeepQA leverages other kinds of
semistructured and structured content. Another
step in the content-acquisition process is to identi-
fy and collect these resources, which include data-
bases, taxonomies, and ontologies, such as dbPe-
dia,7 WordNet (Miller 1995), and the Yago8

ontology.

Question Analysis
The first step in the run-time question-answering
process is question analysis. During question
analysis the system attempts to understand what
the question is asking and performs the initial
analyses that determine how the question will be
processed by the rest of the system. The DeepQA
approach encourages a mixture of experts at this
stage, and in the Watson system we produce shal-
low parses, deep parses (McCord 1990), logical
forms, semantic role labels, coreference, relations,
named entities, and so on, as well as specific kinds
of analysis for question answering. Most of these
technologies are well understood and are not dis-
cussed here, but a few require some elaboration.

Articles

FALL 2010  69

Figure 6. DeepQA High-Level Architecture.

[Ferrucci et al., 2010] 



Deep Q&A: Semantic Parsing 

!   Complex, free-form, multi-clause questions 



Deep Q&A: Semantic Parsing 

!   Complex, free-form, multi-clause questions 



Semantic Parsing: Logic forms 

!   Parsing with logic (booleans, individuals, functions) and 
lambda forms 

Sentence 
loves(john,mary) 

Noun Phrase 
john 

Verb Phrase 
λx.loves(x,mary) 

Name 
john 

Verb 
λy.λx.loves(x,y) 

Noun Phrase 

Name 
mary 

“John” 
john 

“loves” 
λy.λx.loves(x,y) “Mary” 

mary 

Parse tree with associated 
semantics 

[Wong and Mooney, 2007; Zettlemoyer and Collins, 2007; Poon and Domingos, 2009;  
Artzi and Zettlemoyer, 2011, 2013; Kwiatkowski et al., 2013; Cai and Yates, 2013;  

Berant et al., 2013; Poon 2013; Berant and Liang, 2014; Iyyer et al., 2014] 



Semantic Parsing on Freebase 

 

 
 
 
 
 
 
 
 
 
Mapping questions to answers via latent logical forms. To narrow down the logical 
predicate space, they use a (i) coarse alignment based on Freebase and a text corpus and 
(ii) a bridging operation that generates predicates compatible with neighboring predicates.  

[Berant et al., 2013] 

Semantic Parsing on Freebase from Question-Answer Pairs

Jonathan Berant Andrew Chou Roy Frostig Percy Liang
Computer Science Department, Stanford University

{joberant,akchou}@stanford.edu {rf,pliang}@cs.stanford.edu

Abstract

In this paper, we train a semantic parser that
scales up to Freebase. Instead of relying on
annotated logical forms, which is especially
expensive to obtain at large scale, we learn
from question-answer pairs. The main chal-
lenge in this setting is narrowing down the
huge number of possible logical predicates for
a given question. We tackle this problem in
two ways: First, we build a coarse mapping
from phrases to predicates using a knowledge
base and a large text corpus. Second, we
use a bridging operation to generate additional
predicates based on neighboring predicates.
On the dataset of Cai and Yates (2013), despite
not having annotated logical forms, our sys-
tem outperforms their state-of-the-art parser.
Additionally, we collected a more realistic and
challenging dataset of question-answer pairs
and improves over a natural baseline.

1 Introduction

We focus on the problem of semantic parsing nat-
ural language utterances into logical forms that can
be executed to produce denotations. Traditional se-
mantic parsers (Zelle and Mooney, 1996; Zettle-
moyer and Collins, 2005; Wong and Mooney, 2007;
Kwiatkowski et al., 2010) have two limitations: (i)
they require annotated logical forms as supervision,
and (ii) they operate in limited domains with a small
number of logical predicates. Recent developments
aim to lift these limitations, either by reducing the
amount of supervision (Clarke et al., 2010; Liang et
al., 2011; Goldwasser et al., 2011; Artzi and Zettle-
moyer, 2011) or by increasing the number of logical

Occidental College, Columbia University

Execute on Database

Type.University u Education.BarackObama

Type.University

Education

BarackObama

Which college did Obama go to ?

alignment

alignment

bridging

Figure 1: Our task is to map questions to answers via la-
tent logical forms. To narrow down the space of logical
predicates, we use a (i) coarse alignment based on Free-
base and a text corpus and (ii) a bridging operation that
generates predicates compatible with neighboring predi-
cates.

predicates (Cai and Yates, 2013). The goal of this
paper is to do both: learn a semantic parser with-
out annotated logical forms that scales to the large
number of predicates on Freebase.

At the lexical level, a major challenge in semantic
parsing is mapping natural language phrases (e.g.,
“attend”) to logical predicates (e.g., Education).
While limited-domain semantic parsers are able
to learn the lexicon from per-example supervision
(Kwiatkowski et al., 2011; Liang et al., 2011), at
large scale they have inadequate coverage (Cai and
Yates, 2013). Previous work on semantic parsing on
Freebase uses a combination of manual rules (Yahya
et al., 2012; Unger et al., 2012), distant supervision
(Krishnamurthy and Mitchell, 2012), and schema



Compositional Semantics II: NNs 

!   Composing, combining word vectors to representations 
for longer units: phrases, sentences, paragraphs, … 

!   Initial approaches: point-wise sum, multiplication    
[Mitchell and Lapata, 2010; Blacoe and Lapata, 2012] 

!   Vector-matrix compositionality [Baroni and Zamparelli, 2010; 
Zanzotto et al., 2010; Grefenstette and Sadrzadeh, 2011; Socher et al., 2011; 
Yessenalina and Cardie, 2011] 

!   Linguistic information added via say parses in RvNNs 
[Socher et al., 2011b, 2012, 2013a, 2013b, 2014; Hermann and Blunsom, 2013] 

!   Now: Sequential RNNs (with GRU/LSTM gates)  
 (Simple vector averaging w/ updating sometimes competitive) 



First: Distributional Semantics 

!   Words occurring in similar context have similar linguistic 
behavior (meaning) [Harris, 1954; Firth, 1957] 

!   Traditional approach: context-counting vectors 
!   Count left and right context in window 
!   Reweight with PMI or LLR 
!   Reduce dimensionality with SVD or NNMF 
 

 [Pereira et al., 1993; Lund & Burgess, 1996; Lin, 1998; Lin and Pantel, 2001; 
 Sahlgren, 2006; Pado & Lapata, 2007; Turney and Pantel, 2010; Baroni and 
 Lenci, 2010] 

 
!   More word representations: hierarchical clustering based on 

bigram LM LL  
      [Brown et al., 1992] 

Ms. Haag plays Elianti .*

obj
proot

nmod sbj

Figure 1: An example of a labeled dependency tree. The
tree contains a special token “*” which is always the root
of the tree. Each arc is directed from head to modifier and
has a label describing the function of the attachment.

and clustering, Section 3 describes the cluster-based
features, Section 4 presents our experimental results,
Section 5 discusses related work, and Section 6 con-
cludes with ideas for future research.

2 Background

2.1 Dependency parsing

Recent work (Buchholz and Marsi, 2006; Nivre
et al., 2007) has focused on dependency parsing.
Dependency syntax represents syntactic informa-
tion as a network of head-modifier dependency arcs,
typically restricted to be a directed tree (see Fig-
ure 1 for an example). Dependency parsing depends
critically on predicting head-modifier relationships,
which can be difficult due to the statistical sparsity
of these word-to-word interactions. Bilexical depen-
dencies are thus ideal candidates for the application
of coarse word proxies such as word clusters.

In this paper, we take a part-factored structured
classification approach to dependency parsing. For a
given sentence x, let Y(x) denote the set of possible
dependency structures spanning x, where each y �
Y(x) decomposes into a set of “parts” r � y. In the
simplest case, these parts are the dependency arcs
themselves, yielding a first-order or “edge-factored”
dependency parsing model. In higher-order parsing
models, the parts can consist of interactions between
more than two words. For example, the parser of
McDonald and Pereira (2006) defines parts for sib-
ling interactions, such as the trio “plays”, “Elianti”,
and “.” in Figure 1. The Carreras (2007) parser
has parts for both sibling interactions and grandpar-
ent interactions, such as the trio “*”, “plays”, and
“Haag” in Figure 1. These kinds of higher-order
factorizations allow dependency parsers to obtain a
limited form of context-sensitivity.

Given a factorization of dependency structures
into parts, we restate dependency parsing as the fol-

apple pear Apple IBM bought run of in

01

100 101 110 111000 001 010 011

00

0

10

1

11

Figure 2: An example of a Brown word-cluster hierarchy.
Each node in the tree is labeled with a bit-string indicat-
ing the path from the root node to that node, where 0
indicates a left branch and 1 indicates a right branch.

lowing maximization:

PARSE(x;w) = argmax
y�Y(x)

X

r�y

w · f(x, r)

Above, we have assumed that each part is scored
by a linear model with parameters w and feature-
mapping f(·). For many different part factoriza-
tions and structure domains Y(·), it is possible to
solve the above maximization efficiently, and several
recent efforts have concentrated on designing new
maximization algorithms with increased context-
sensitivity (Eisner, 2000; McDonald et al., 2005b;
McDonald and Pereira, 2006; Carreras, 2007).

2.2 Brown clustering algorithm
In order to provide word clusters for our exper-
iments, we used the Brown clustering algorithm
(Brown et al., 1992). We chose to work with the
Brown algorithm due to its simplicity and prior suc-
cess in other NLP applications (Miller et al., 2004;
Liang, 2005). However, we expect that our approach
can function with other clustering algorithms (as in,
e.g., Li and McCallum (2005)). We briefly describe
the Brown algorithm below.

The input to the algorithm is a vocabulary of
words to be clustered and a corpus of text containing
these words. Initially, each word in the vocabulary
is considered to be in its own distinct cluster. The al-
gorithm then repeatedly merges the pair of clusters
which causes the smallest decrease in the likelihood
of the text corpus, according to a class-based bigram
language model defined on the word clusters. By
tracing the pairwise merge operations, one obtains
a hierarchical clustering of the words, which can be
represented as a binary tree as in Figure 2.

Within this tree, each word is uniquely identified
by its path from the root, and this path can be com-
pactly represented with a bit string, as in Figure 2.
In order to obtain a clustering of the words, we se-
lect all nodes at a certain depth from the root of the

food	
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Unsupervised Embeddings 

!   Vector space representations learned on unlabeled linear context 
(i.e., left/right words): distributional semantics (Harris, 1954; Firth, 1957) 



Skipgram word2vec 
[Mikolov et al., 2013] 

Few mins. vs. days/weeks/months!! 

w(t) 

w(t-2) 

w(t-1) 

w(t+1) 

w(t+2) 

INPUT PROJECTION OUTPUT 

context  
window 

w 



Skip-gram word2vec Objective Function 

!   Objective of Skip-gram model is to max. the avg. log probability: 

!"#$
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!"#01$

!"#02$

!"#32$

!"#31$

Figure 1: The Skip-gram model architecture. The training objective is to learn word vector representations
that are good at predicting the nearby words.

In this paper we present several extensions of the original Skip-gram model. We show that sub-
sampling of frequent words during training results in a significant speedup (around 2x - 10x), and
improves accuracy of the representations of less frequent words. In addition, we present a simpli-
fied variant of Noise Contrastive Estimation (NCE) [4] for training the Skip-grammodel that results
in faster training and better vector representations for frequent words, compared to more complex
hierarchical softmax that was used in the prior work [8].

Word representations are limited by their inability to represent idiomatic phrases that are not com-
positions of the individual words. For example, “Boston Globe” is a newspaper, and so it is not a
natural combination of the meanings of “Boston” and “Globe”. Therefore, using vectors to repre-
sent the whole phrases makes the Skip-gram model considerably more expressive. Other techniques
that aim to represent meaning of sentences by composing the word vectors, such as the recursive
autoencoders [15], would also benefit from using phrase vectors instead of the word vectors.

The extension from word based to phrase based models is relatively simple. First we identify a large
number of phrases using a data-driven approach, and then we treat the phrases as individual tokens
during the training. To evaluate the quality of the phrase vectors, we developed a test set of analogi-
cal reasoning tasks that contains both words and phrases. A typical analogy pair from our test set is
“Montreal”:“Montreal Canadiens”::“Toronto”:“TorontoMaple Leafs”. It is considered to have been
answered correctly if the nearest representation to vec(“Montreal Canadiens”) - vec(“Montreal”) +
vec(“Toronto”) is vec(“Toronto Maple Leafs”).

Finally, we describe another interesting property of the Skip-gram model. We found that simple
vector addition can often produce meaningful results. For example, vec(“Russia”) + vec(“river”) is
close to vec(“Volga River”), and vec(“Germany”) + vec(“capital”) is close to vec(“Berlin”). This
compositionality suggests that a non-obvious degree of language understanding can be obtained by
using basic mathematical operations on the word vector representations.

2 The Skip-gram Model

The training objective of the Skip-gram model is to find word representations that are useful for
predicting the surrounding words in a sentence or a document. More formally, given a sequence of
training wordsw1, w2, w3, . . . , wT , the objective of the Skip-grammodel is to maximize the average
log probability

1

T

T
!

t=1

!

−c≤j≤c,j ̸=0

log p(wt+j |wt) (1)

where c is the size of the training context (which can be a function of the center word wt). Larger
c results in more training examples and thus can lead to a higher accuracy, at the expense of the

2

training time. The basic Skip-gram formulation defines p(wt+j |wt) using the softmax function:

p(wO|wI) =
exp

!

v′wO

⊤vwI

"

#W
w=1 exp

!

v′w
⊤vwI

" (2)

where vw and v′w are the “input” and “output” vector representations of w, and W is the num-
ber of words in the vocabulary. This formulation is impractical because the cost of computing
∇ log p(wO|wI) is proportional toW , which is often large (105–107 terms).

2.1 Hierarchical Softmax

A computationally efficient approximation of the full softmax is the hierarchical softmax. In the
context of neural network language models, it was first introduced by Morin and Bengio [12]. The
main advantage is that instead of evaluating W output nodes in the neural network to obtain the
probability distribution, it is needed to evaluate only about log2(W ) nodes.

The hierarchical softmax uses a binary tree representation of the output layer with theW words as
its leaves and, for each node, explicitly represents the relative probabilities of its child nodes. These
define a random walk that assigns probabilities to words.

More precisely, each word w can be reached by an appropriate path from the root of the tree. Let
n(w, j) be the j-th node on the path from the root to w, and let L(w) be the length of this path, so
n(w, 1) = root and n(w,L(w)) = w. In addition, for any inner node n, let ch(n) be an arbitrary
fixed child of n and let [[x]] be 1 if x is true and -1 otherwise. Then the hierarchical softmax defines
p(wO|wI) as follows:

p(w|wI ) =

L(w)−1
$

j=1

σ
!

[[n(w, j + 1) = ch(n(w, j))]] · v′n(w,j)
⊤
vwI

"

(3)

where σ(x) = 1/(1 + exp(−x)). It can be verified that
#W

w=1 p(w|wI) = 1. This implies that the
cost of computing log p(wO|wI) and ∇ log p(wO|wI) is proportional to L(wO), which on average
is no greater than logW . Also, unlike the standard softmax formulation of the Skip-gram which
assigns two representations vw and v′w to each word w, the hierarchical softmax formulation has
one representation vw for each word w and one representation v′n for every inner node n of the
binary tree.

The structure of the tree used by the hierarchical softmax has a considerable effect on the perfor-
mance. Mnih and Hinton explored a number of methods for constructing the tree structure and the
effect on both the training time and the resulting model accuracy [10]. In our work we use a binary
Huffman tree, as it assigns short codes to the frequent words which results in fast training. It has
been observed before that grouping words together by their frequency works well as a very simple
speedup technique for the neural network based language models [5, 8].

2.2 Negative Sampling

An alternative to the hierarchical softmax is Noise Contrastive Estimation (NCE), which was in-
troduced by Gutmann and Hyvarinen [4] and applied to language modeling by Mnih and Teh [11].
NCE posits that a good model should be able to differentiate data from noise by means of logistic
regression. This is similar to hinge loss used by Collobert and Weston [2] who trained the models
by ranking the data above noise.

While NCE can be shown to approximately maximize the log probability of the softmax, the Skip-
gram model is only concerned with learning high-quality vector representations, so we are free to
simplify NCE as long as the vector representations retain their quality. We define Negative sampling
(NEG) by the objective

log σ(v′wO

⊤
vwI

) +
k
%

i=1

Ewi∼Pn(w)

&

log σ(−v′wi

⊤
vwI

)
'

(4)

3

!   The above conditional probability is defined via the softmax function: 

 
	where v and v′ are the “input” and “output” vector representations 
 of w, and W is the number of words in the vocabulary 

[Mikolov et al., 2013] 
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Figure 2: Left panel shows vector offsets for three word
pairs illustrating the gender relation. Right panel shows
a different projection, and the singular/plural relation for
two words. In high-dimensional space, multiple relations
can be embedded for a single word.

provided. We have explored several related meth-
ods and found that the proposed method performs
well for both syntactic and semantic relations. We
note that this measure is qualitatively similar to rela-
tional similarity model of (Turney, 2012), which pre-
dicts similarity between members of the word pairs
(xb, xd), (xc, xd) and dis-similarity for (xa, xd).

6 Experimental Results

To evaluate the vector offset method, we used
vectors generated by the RNN toolkit of Mikolov
(2012). Vectors of dimensionality 80, 320, and 640
were generated, along with a composite of several
systems, with total dimensionality 1600. The sys-
tems were trained with 320M words of Broadcast
News data as described in (Mikolov et al., 2011a),
and had an 82k vocabulary. Table 2 shows results
for both RNNLM and LSA vectors on the syntactic
task. LSA was trained on the same data as the RNN.
We see that the RNN vectors capture significantly
more syntactic regularity than the LSA vectors, and
do remarkably well in an absolute sense, answering
more than one in three questions correctly. 2

In Table 3 we compare the RNN vectors with
those based on the methods of Collobert and We-
ston (2008) and Mnih and Hinton (2009), as imple-
mented by (Turian et al., 2010) and available online
3 Since different words are present in these datasets,
we computed the intersection of the vocabularies of
the RNN vectors and the new vectors, and restricted
the test set and word vectors to those. This resulted
in a 36k word vocabulary, and a test set with 6632

2Guessing gets a small fraction of a percent.
3http://metaoptimize.com/projects/wordreprs/

Method Adjectives Nouns Verbs All
LSA-80 9.2 11.1 17.4 12.8
LSA-320 11.3 18.1 20.7 16.5
LSA-640 9.6 10.1 13.8 11.3
RNN-80 9.3 5.2 30.4 16.2
RNN-320 18.2 19.0 45.0 28.5
RNN-640 21.0 25.2 54.8 34.7
RNN-1600 23.9 29.2 62.2 39.6

Table 2: Results for identifying syntactic regularities for
different word representations. Percent correct.

Method Adjectives Nouns Verbs All
RNN-80 10.1 8.1 30.4 19.0
CW-50 1.1 2.4 8.1 4.5
CW-100 1.3 4.1 8.6 5.0
HLBL-50 4.4 5.4 23.1 13.0
HLBL-100 7.6 13.2 30.2 18.7

Table 3: Comparison of RNN vectors with Turian’s Col-
lobert and Weston based vectors and the Hierarchical
Log-Bilinear model of Mnih and Hinton. Percent correct.

questions. Turian’s Collobert and Weston based vec-
tors do poorly on this task, whereas the Hierarchical
Log-Bilinear Model vectors of (Mnih and Hinton,
2009) do essentially as well as the RNN vectors.
These representations were trained on 37M words
of data and this may indicate a greater robustness of
the HLBL method.

We conducted similar experiments with the se-
mantic test set. For each target word pair in a rela-
tion category, the model measures its relational sim-
ilarity to each of the prototypical word pairs, and
then uses the average as the final score. The results
are evaluated using the two standard metrics defined
in the task, Spearman’s rank correlation coefficient
� and MaxDiff accuracy. In both cases, larger val-
ues are better. To compare to previous systems, we
report the average over all 69 relations in the test set.

From Table 4, we see that as with the syntac-
tic regularity study, the RNN-based representations
perform best. In this case, however, Turian’s CW
vectors are comparable in performance to the HLBL
vectors. With the RNN vectors, the performance im-
proves as the number of dimensions increases. Sur-
prisingly, we found that even though the RNN vec-

749



Analogy Properties Learned 
[Mikolov et al., 2013] 

-2

-1.5

-1

-0.5

 0

 0.5

 1

 1.5

 2

-2 -1.5 -1 -0.5  0  0.5  1  1.5  2

Country and Capital Vectors Projected by PCA
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Figure 2: Two-dimensional PCA projection of the 1000-dimensional Skip-gram vectors of countries and their
capital cities. The figure illustrates ability of the model to automatically organize concepts and learn implicitly
the relationships between them, as during the training we did not provide any supervised information about
what a capital city means.

which is used to replace every logP (wO|wI) term in the Skip-gram objective. Thus the task is to
distinguish the target word wO from draws from the noise distribution Pn(w) using logistic regres-
sion, where there are k negative samples for each data sample. Our experiments indicate that values
of k in the range 5–20 are useful for small training datasets, while for large datasets the k can be as
small as 2–5. The main difference between the Negative sampling and NCE is that NCE needs both
samples and the numerical probabilities of the noise distribution, while Negative sampling uses only
samples. And while NCE approximately maximizes the log probability of the softmax, this property
is not important for our application.

Both NCE and NEG have the noise distributionPn(w) as a free parameter. We investigated a number
of choices for Pn(w) and found that the unigram distribution U(w) raised to the 3/4rd power (i.e.,
U(w)3/4/Z) outperformed significantly the unigram and the uniform distributions, for both NCE
and NEG on every task we tried including language modeling (not reported here).

2.3 Subsampling of Frequent Words

In very large corpora, the most frequent words can easily occur hundreds of millions of times (e.g.,
“in”, “the”, and “a”). Such words usually provide less information value than the rare words. For
example, while the Skip-gram model benefits from observing the co-occurrences of “France” and
“Paris”, it benefits much less from observing the frequent co-occurrences of “France” and “the”, as
nearly every word co-occurs frequently within a sentence with “the”. This idea can also be applied
in the opposite direction; the vector representations of frequent words do not change significantly
after training on several million examples.

To counter the imbalance between the rare and frequent words, we used a simple subsampling ap-
proach: each word wi in the training set is discarded with probability computed by the formula

P (wi) = 1−

!

t

f(wi)
(5)
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Newspapers
New York New York Times Baltimore Baltimore Sun
San Jose San Jose Mercury News Cincinnati Cincinnati Enquirer

NHL Teams
Boston Boston Bruins Montreal Montreal Canadiens
Phoenix Phoenix Coyotes Nashville Nashville Predators

NBA Teams
Detroit Detroit Pistons Toronto Toronto Raptors
Oakland Golden State Warriors Memphis Memphis Grizzlies

Airlines
Austria Austrian Airlines Spain Spainair
Belgium Brussels Airlines Greece Aegean Airlines

Company executives
Steve Ballmer Microsoft Larry Page Google

Samuel J. Palmisano IBM Werner Vogels Amazon

Table 2: Examples of the analogical reasoning task for phrases (the full test set has 3218 examples).
The goal is to compute the fourth phrase using the first three. Our best model achieved an accuracy
of 72% on this dataset.

This way, we can form many reasonable phrases without greatly increasing the size of the vocabu-
lary; in theory, we can train the Skip-gram model using all n-grams, but that would be too memory
intensive. Many techniques have been previously developed to identify phrases in the text; however,
it is out of scope of our work to compare them. We decided to use a simple data-driven approach,
where phrases are formed based on the unigram and bigram counts, using

score(wi, wj) =
count(wiwj)− δ

count(wi)× count(wj)
. (6)

The δ is used as a discounting coefficient and prevents too many phrases consisting of very infre-
quent words to be formed. The bigrams with score above the chosen threshold are then used as
phrases. Typically, we run 2-4 passes over the training data with decreasing threshold value, allow-
ing longer phrases that consists of several words to be formed. We evaluate the quality of the phrase
representations using a new analogical reasoning task that involves phrases. Table 2 shows examples
of the five categories of analogies used in this task. This dataset is publicly available on the web2.

4.1 Phrase Skip-Gram Results

Starting with the same news data as in the previous experiments, we first constructed the phrase
based training corpus and then we trained several Skip-gram models using different hyper-
parameters. As before, we used vector dimensionality 300 and context size 5. This setting already
achieves good performance on the phrase dataset, and allowed us to quickly compare the Negative
Sampling and the Hierarchical Softmax, both with and without subsampling of the frequent tokens.
The results are summarized in Table 3.

The results show that while Negative Sampling achieves a respectable accuracy even with k = 5,
using k = 15 achieves considerably better performance. Surprisingly, while we found the Hierar-
chical Softmax to achieve lower performance when trained without subsampling, it became the best
performing method when we downsampled the frequent words. This shows that the subsampling
can result in faster training and can also improve accuracy, at least in some cases.

2code.google.com/p/word2vec/source/browse/trunk/questions-phrases.txt

Method Dimensionality No subsampling [%] 10
−5 subsampling [%]

NEG-5 300 24 27
NEG-15 300 27 42

HS-Huffman 300 19 47

Table 3: Accuracies of the Skip-gram models on the phrase analogy dataset. The models were
trained on approximately one billion words from the news dataset.
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NEG-15 with 10−5 subsampling HS with 10−5 subsampling
Vasco de Gama Lingsugur Italian explorer
Lake Baikal Great Rift Valley Aral Sea
Alan Bean Rebbeca Naomi moonwalker
Ionian Sea Ruegen Ionian Islands
chess master chess grandmaster Garry Kasparov

Table 4: Examples of the closest entities to the given short phrases, using two different models.

Czech + currency Vietnam + capital German + airlines Russian + river French + actress
koruna Hanoi airline Lufthansa Moscow Juliette Binoche

Check crown Ho Chi Minh City carrier Lufthansa Volga River Vanessa Paradis
Polish zolty Viet Nam flag carrier Lufthansa upriver Charlotte Gainsbourg
CTK Vietnamese Lufthansa Russia Cecile De

Table 5: Vector compositionality using element-wise addition. Four closest tokens to the sum of two
vectors are shown, using the best Skip-gram model.

To maximize the accuracy on the phrase analogy task, we increased the amount of the training data
by using a dataset with about 33 billion words. We used the hierarchical softmax, dimensionality
of 1000, and the entire sentence for the context. This resulted in a model that reached an accuracy
of 72%. We achieved lower accuracy 66% when we reduced the size of the training dataset to 6B
words, which suggests that the large amount of the training data is crucial.

To gain further insight into how different the representations learned by different models are, we did
inspect manually the nearest neighbours of infrequent phrases using various models. In Table 4, we
show a sample of such comparison. Consistently with the previous results, it seems that the best
representations of phrases are learned by a model with the hierarchical softmax and subsampling.

5 Additive Compositionality

We demonstrated that the word and phrase representations learned by the Skip-gram model exhibit
a linear structure that makes it possible to perform precise analogical reasoning using simple vector
arithmetics. Interestingly, we found that the Skip-gram representations exhibit another kind of linear
structure that makes it possible to meaningfully combine words by an element-wise addition of their
vector representations. This phenomenon is illustrated in Table 5.

The additive property of the vectors can be explained by inspecting the training objective. The word
vectors are in a linear relationship with the inputs to the softmax nonlinearity. As the word vectors
are trained to predict the surrounding words in the sentence, the vectors can be seen as representing
the distribution of the context in which a word appears. These values are related logarithmically
to the probabilities computed by the output layer, so the sum of two word vectors is related to the
product of the two context distributions. The product works here as the AND function: words that
are assigned high probabilities by both word vectors will have high probability, and the other words
will have low probability. Thus, if “Volga River” appears frequently in the same sentence together
with the words “Russian” and “river”, the sum of these two word vectors will result in such a feature
vector that is close to the vector of “Volga River”.

6 Comparison to Published Word Representations

Many authors who previously worked on the neural network based representations of words have
published their resulting models for further use and comparison: amongst the most well known au-
thors are Collobert and Weston [2], Turian et al. [17], and Mnih and Hinton [10]. We downloaded
their word vectors from the web3. Mikolov et al. [8] have already evaluated these word representa-
tions on the word analogy task, where the Skip-gram models achieved the best performance with a
huge margin.

3http://metaoptimize.com/projects/wordreprs/

7



Compositional Semantics II: NNs 

!   Feed-forward NNs with back-propagation 

Softmax (=	logistic	regression)	is	not	very	powerful

4/7/16Richard	Socher29

• Softmax only	linear	decision	boundaries

• à Lame	when	problem
is	complex

• Wouldn’t	it	be	cool	to	
get	these	correct?

NN and backprop slides from CS224d – Richard Socher	



Compositional Semantics II: NNs 

!   Feed-forward NNs with back-propagation 

Neural	Nets	for	the	Win!

4/7/16Richard	Socher30

• Neural	networks	can	learn	much	more	complex	
functions	and	nonlinear	decision	boundaries!



Compositional Semantics II: NNs 

!   Feed-forward NNs with back-propagation 

A	neuron	is	essentially	a	binary	logistic	regression	unit

hw,b(x) = f (w
Tx + b)

f (z) = 1
1+ e−z

w,	b are	the	parameters	of	this	neuron
i.e.,	this	logistic	regression	model

33

b:	We	can	have	an	“always	on”	
feature,	which	gives	a	class	prior,	
or	separate	it	out,	as	a	bias	term



Compositional Semantics II: NNs 

!   Feed-forward NNs with back-propagation 

A	neural	network	
=	running	several	logistic	regressions	at	the	same	time
Before	we	know	it,	we	have	a	multilayer	neural	network….
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!   Feed-forward NNs with back-propagation 

Training	with	Backpropagation

• Let’s	consider	the	derivative	of	a	single	weight	Wij

• This	only	appears	inside	ai

• For	example:	W23 is	only	
used	to	compute	a2

x1 x2																	x3 +1

a1 a2

s		 U2

W23

19

b2



Syntactically Recursive NNs 

! Socher et al., 2013a, 2014: RvNNs on constituent and dependency 
parse trees 

Figure 2: An example tree with a simple Recursive
Neural Network: The same weight matrix is repli-
cated and used to compute all non-terminal node
representations. Leaf nodes are n-dimensional
vector representations of words.

In order to compute a score of how plausible of
a syntactic constituent a parent is the RNN uses a
single-unit linear layer for all i:

s(p

(i)

) = v

T

p

(i)

,

where v 2 Rn is a vector of parameters that need
to be trained. This score will be used to find the
highest scoring tree. For more details on how stan-
dard RNNs can be used for parsing, see Socher et
al. (2011b).

The standard RNN requires a single composi-
tion function to capture all types of compositions:
adjectives and nouns, verbs and nouns, adverbs
and adjectives, etc. Even though this function is
a powerful one, we find a single neural network
weight matrix cannot fully capture the richness of
compositionality. Several extensions are possible:
A two-layered RNN would provide more expres-
sive power, however, it is much harder to train be-
cause the resulting neural network becomes very
deep and suffers from vanishing gradient prob-
lems. Socher et al. (2012) proposed to give ev-
ery single word a matrix and a vector. The ma-
trix is then applied to the sibling node’s vector
during the composition. While this results in a
powerful composition function that essentially de-
pends on the words being combined, the number
of model parameters explodes and the composi-
tion functions do not capture the syntactic com-
monalities between similar POS tags or syntactic
categories.

Based on the above considerations, we propose
the Compositional Vector Grammar (CVG) that
conditions the composition function at each node
on discrete syntactic categories extracted from a

(A, a=       )        (B, b=       )       (C, c=       )

P(1), p(1)=       

 P(2), p(2)=        

= f   W(B,C) b
c

= f   W(A,P  ) a
p(1)

(1)

Figure 3: Example of a syntactically untied RNN
in which the function to compute a parent vector
depends on the syntactic categories of its children
which we assume are given for now.

PCFG. Hence, CVGs combine discrete, syntactic
rule probabilities and continuous vector composi-
tions. The idea is that the syntactic categories of
the children determine what composition function
to use for computing the vector of their parents.
While not perfect, a dedicated composition func-
tion for each rule RHS can well capture common
composition processes such as adjective or adverb
modification versus noun or clausal complementa-
tion. For instance, it could learn that an NP should
be similar to its head noun and little influenced by
a determiner, whereas in an adjective modification
both words considerably determine the meaning of
a phrase. The original RNN is parameterized by a
single weight matrix W . In contrast, the CVG uses
a syntactically untied RNN (SU-RNN) which has
a set of such weights. The size of this set depends
on the number of sibling category combinations in
the PCFG.

Fig. 3 shows an example SU-RNN that com-
putes parent vectors with syntactically untied
weights. The CVG computes the first parent vec-
tor via the SU-RNN:

p

(1)

= f

✓
W

(B,C)


b

c

�◆
,

where W

(B,C) 2 Rn⇥2n is now a matrix that de-
pends on the categories of the two children. In
this bottom up procedure, the score for each node
consists of summing two elements: First, a single
linear unit that scores the parent vector and sec-
ond, the log probability of the PCFG for the rule
that combines these two children:

s

⇣
p

(1)

⌘
=

�
v

(B,C)

�
T

p

(1)

+ logP (P

1

! B C),

(4)

A man wearing a helmet jumps on his bike near a beach
det

nsubj

partmod det
dobj

root

prep poss
pobj

prep

det
pobj

Figure 2: Example of a full dependency tree for a longer sentence. The DT-RNN will compute vector representations
at every word that represents that word and an arbitrary number of child nodes. The final representation is computed
at the root node, here at the verb jumps. Note that more important activity and object words are higher up in this tree
structure.

supervised model of Huang et al. (2012) which can
learn single word vector representations from both
local and global contexts. The idea is to construct a
neural network that outputs high scores for windows
and documents that occur in a large unlabeled corpus
and low scores for window-document pairs where
one word is replaced by a random word. When
such a network is optimized via gradient descent the
derivatives backpropagate into a word embedding
matrix A which stores word vectors as columns. In
order to predict correct scores the vectors in the ma-
trix capture co-occurrence statistics. We use d = 50

in all our experiments. The embedding matrix X

is then used by finding the column index i of each
word: [w] = i and retrieving the corresponding col-
umn x

w

from X . Henceforth, we represent an input
sentence s as an ordered list of (word,vector) pairs:
s = ((w1, xw1), . . . , (wm

, x

wm)).
Next, the sequence of words (w1, . . . , wm

) is
parsed by the dependency parser of de Marneffe
et al. (2006). Fig. 2 shows an example. We can
represent a dependency tree d of a sentence s as
an ordered list of (child,parent) indices: d(s) =

{(i, j)}, where every child word in the sequence
i = 1, . . . ,m is present and has any word j 2
{1, . . . ,m} [ {0} as its parent. The root word has
as its parent 0 and we notice that the same word can
be a parent between zero and m number of times.
Without loss of generality, we assume that these in-
dices form a tree structure. To summarize, the input
to the DT-RNN for each sentence is the pair (s, d):
the words and their vectors and the dependency tree.

3.2 Forward Propagation in DT-RNNs

Given these two inputs, we now illustrate how the
DT-RNN computes parent vectors. We will use the
following sentence as a running example: Students1
ride2 bikes3 at4 night5. Fig. 3 shows its tree
and computed vector representations. The depen-

Students                 bikes           night

ride 
at          x1

x2

x3

x4
x5

h1

h2

h3

h4

h5

Figure 3: Example of a DT-RNN tree structure for com-
puting a sentence representation in a bottom up fashion.

dency tree for this sentence can be summarized by
the following set of (child, parent) edges: d =

{(1, 2), (2, 0), (3, 2), (4, 2), (5, 4)}.
The DT-RNN model will compute parent vectors

at each word that include all the dependent (chil-
dren) nodes in a bottom up fashion using a com-
positionality function g

✓

which is parameterized by
all the model parameters ✓. To this end, the algo-
rithm searches for nodes in a tree that have either
(i) no children or (ii) whose children have already
been computed and then computes the correspond-
ing vector.

In our example, the words x1, x3, x5 are leaf
nodes and hence, we can compute their correspond-
ing hidden nodes via:

h

c

= g

✓

(x

c

) = f(W

v

x

c

) for c = 1, 3, 5, (1)

where we compute the hidden vector at position c

via our general composition function g

✓

. In the case
of leaf nodes, this composition function becomes
simply a linear layer, parameterized by W

v

2 Rn⇥d,
followed by a nonlinearity. We cross-validate over
using no nonlinearity (f = id), tanh, sigmoid or
rectified linear units (f = max(0, x), but generally
find tanh to perform best.

The final sentence representation we want to com-
pute is at h2, however, since we still do not have h4,



Recurrent NNs 

!   Recurrent NNs (RNNs) are non-tree, sequential versions of 
recursive RvNNs 

!   Weights tied together for each time step 

!   Loss function on identity of predicted word at each time step 

Recurrent	Neural	Networks!

4/21/16Richard	Socher9

• RNNs	tie	the	weights	at	each	time	step

• Condition	the	neural	network	on	all	previous	words

• RAM	requirement	only	scales	with	number	of	words
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LSTM RNNs 

c
Memory cell

Input gate Output gate

Forget gate

Figure 3: Long Short-term Memory (LSTM) unit.

Our model (Fig. 2) employs LSTMs as the nonlinear func-
tions f and g due to their ability to learn long-term depen-
dencies that exist over the instruction and action sequences,
without suffering from exploding or vanishing gradients.
Our model also integrates multi-level alignment to focus on
parts of the instruction that are more salient to the current
action at multiple levels of abstraction. We next describe
each component of our network in detail.

Encoder Our encoder takes as input the natural lan-
guage route instruction represented as a sequence
x1:N = (x1, x2, . . . , xN ), where x1 and xN are the
first and last words in the sentence, respectively. We treat
each word xi as a K-dimensional one-hot vector, where
K is the vocabulary size. We feed this sequence into an
LSTM-RNN that summarizes the temporal relationships
between previous words and returns a sequence of hidden
annotations h1:N = (h1, h2, . . . , hN ), where the annotation
hj summarizes the words up to and including xj .

We adopt an LSTM encoder architecture (Fig. 3) similar
to that of Graves, Abdel-rahman, and Hinton (2013),
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where T

e is an affine transformation, � is the logistic sig-
moid that restricts its input to [0, 1], iej , fe

j , and o

e
j are the

input, output, and forget gates of the LSTM, respectively,
and c

e
j is the memory cell activation vector. The memory

cell cej summarizes the LSTM’s previous memory c

e
j�1 and

the current input, which are modulated by the forget and in-
put gates, respectively. The forget and input gates enable the
LSTM to regulate the extent to which it forgets its previous
memory and the input, while the output gate regulates the
degree to which the memory affects the hidden state.

Our encoder employs bidirectionality, encoding the sen-
tences in both the forward and backward directions, an ap-
proach that has been found to be successful in speech recog-
nition and machine translation (Graves, Abdel-rahman,
and Hinton 2013; Bahdanau, Cho, and Bengio 2014;
Cho et al. 2014). In this way, the hidden annotations

hj = (

�!
h

>
j ;
 �
h

>
j )

> concatenate forward
�!
h j and backward

annotations
 �
h j , each determined using Equation 4c.

Multi-level Aligner The context representation of the in-
struction is computed as a weighted sum of the word vectors
xj and encoder states hj . Whereas most previous work align
based only on the hidden annotations hj , we found that also
including the original input word xj in the aligner improves
performance. This multi-level representation allows the de-
coder to not just reason over the high-level, context-based
representation of the input sentence hj , but to also consider
the original low-level word representation xj . By adding xj ,
the model offsets information that is lost in the high-level
abstraction of the instruction. Intuitively, the model is able
to better match the salient words in the input sentence (e.g.,
“easel”) directly to the corresponding landmarks in the cur-
rent world state yt used in the decoder. The context vector
then takes the form

zt =

X

j

↵tj

✓
xj

hj

◆
(5)

The weight ↵tj associated with each pair (xj , hj) is

↵tj = exp(�tj)/

X

j

exp(�tj), (6)

where the alignment term �tj = f(st�1, xj , hj) weighs the
extent to which the word at position j and those around it
match the output at time t. The alignment is modelled as a
one-layer neural perceptron

�tj = v

>
tanh(Wst�1 + Uxj + V hj), (7)

where v, W , U , and V are learned parameters.

Decoder Our architecture uses an LSTM decoder (Fig. 3)
that takes as input the current world state yt, the context
of the instruction zt, and the LSTM’s previous hidden state
st�1. The output is the conditional probability distribution
Pa,t = P (at|a1:t�1, yt, x1:N ) over the next action (3), rep-
resented as a deep output layer (Pascanu et al. 2014)
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c

d
t = f

d
t � c

d
t�1 + i

d
t � g

d
t (8b)

st = o

d
t � tanh(c

d
t ) (8c)

qt = L0(Eyt + Lsst + Lzzt) (8d)
Pa,t = softmax (qt) (8e)

where E is an embedding matrix and L0, Ls, and Lz are
parameters to be learned.

Training We train the encoder and decoder models so as
to predict the action sequence a

⇤
1:T according to Equation 1

for a given instruction x1:N and world state y1:T from the
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!   LSTM (Long short term memory) RNNs have gates for forgetting, 
allowing learning of longer-term connections by avoiding vanishing/
exploding gradients 



Character RNNs 

!   Can directly process each character as a unit! 
!   Helps learn prefixes, stems, suffixes (form vs. function, rare/

unseen words, etc.) 

http://karpathy.github.io/2015/05/21/rnn-effectiveness/	



RNN Generations 

!   Automatically generate Shakespeare from RNNs! 

http://karpathy.github.io/2015/05/21/rnn-effectiveness/	



RNN Generations 

!   Automatically generate Wikipedia-style text from RNNs! 

http://karpathy.github.io/2015/05/21/rnn-effectiveness/	



RNN Generations 

!   Automatically generate source code from RNNs! 

http://karpathy.github.io/2015/05/21/rnn-effectiveness/	



Various Applications of such RNNs 

!   Classification: Sentiment Analysis 

!   Language Modeling 

 
!   Generation: End-to-end Machine Translation 
 
!   Others: Parsing, Captioning, Summarization, Q&A, 

Dialogue 

!   Demos: hDp://deeplearning.net/demos/,	
hDp://cs.stanford.edu/people/karpathy/deepimagesent/rankingdemo/,	
hDps://www.metamind.io/ 



Recent: Transformers! 

Figure 1: The Transformer - model architecture.

3.1 Encoder and Decoder Stacks

Encoder: The encoder is composed of a stack of N = 6 identical layers. Each layer has two
sub-layers. The first is a multi-head self-attention mechanism, and the second is a simple, position-
wise fully connected feed-forward network. We employ a residual connection [11] around each of
the two sub-layers, followed by layer normalization [1]. That is, the output of each sub-layer is
LayerNorm(x + Sublayer(x)), where Sublayer(x) is the function implemented by the sub-layer
itself. To facilitate these residual connections, all sub-layers in the model, as well as the embedding
layers, produce outputs of dimension dmodel = 512.

Decoder: The decoder is also composed of a stack of N = 6 identical layers. In addition to the two
sub-layers in each encoder layer, the decoder inserts a third sub-layer, which performs multi-head
attention over the output of the encoder stack. Similar to the encoder, we employ residual connections
around each of the sub-layers, followed by layer normalization. We also modify the self-attention
sub-layer in the decoder stack to prevent positions from attending to subsequent positions. This
masking, combined with fact that the output embeddings are offset by one position, ensures that the
predictions for position i can depend only on the known outputs at positions less than i.

3.2 Attention

An attention function can be described as mapping a query and a set of key-value pairs to an output,
where the query, keys, values, and output are all vectors. The output is computed as a weighted sum
of the values, where the weight assigned to each value is computed by a compatibility function of the
query with the corresponding key.

3

[Vaswani et al., 2017] 



Recent: Transformers! 



Recent: Transformers! 

!   More samples/models at: https://openai.com/blog/better-language-models/ 
[Radford et al., 2019] 



Thanks! 
 

Check out more details at http://www.cs.unc.edu/~mbansal/  
and feel free to ping me! 

 
My Fall 2017 NLP class slides available at: 

http://www.cs.unc.edu/~mbansal/teaching/nlp-course-fall17.html  


